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Amir Sanjar

ςApache Bigtop PMC

ςApache Hadoop Contributor

ςApache Hadoop 3.0 for Power INFRA lead

ςSr. Software Engineer at IBM

Big data Solution Development Lead

ςContact: asanjar@apache.org
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Hadoop Landscape



Apache Spark



Spark Components

Apache Spark Core

ς Spark Core is the underlying general execution engine for spark platform that all 
other functionality is built upon. It provides In-Memory computing, cluster 
management  and referencing datasets in external storage systems.

Spark SQL

ς Seamlessly mix SQL queries with Spark programs..

Spark Streaming

ς Spark Streaming brings Apache Spark's language-integrated API to stream 
processing, letting you write streaming jobs the same way you write batch jobs. It 
supports Java, Scala and Python..

MLlib (Machine Learning Library)

ςMLlib is a distributed machine learning framework above Spark.

GraphX

ς GraphX is a distributed graph-processing framework on top of Spark. It also 
provides an optimized runtime for this abstraction.



Spark deployments



Quick Intro to Apache Bigtop



What is Bigtop?

Top level Apache project that 
is setting the

standard for build, testing, 
packaging and

integration of leading big 
data

components



Apache Bigtop Origins

Yahoo!, 2010
Working on Hadoop 0.20 stack

2011
¸ŀƘƻƻΗΩǎ ǘƻ /ƭƻǳŘŜǊŀΣ ǎƻƭǾƛƴƎ ŜŀǊƭȅ ǇǊƻōƭŜƳǎ ƻŦ ǇŀŎƪŀƎƛƴƎ ŀƴŘ 
maintaining  first commercial supported Hadoop distro

Created, fostered early Hadoop community



Foundation for commercial 
Hadoop distros/services

[ŜǾŜǊŀƎŜŘ ōȅ ŀǇǇ ǇǊƻǾƛŘŜǊǎΧ



Supported components



Linux Distributions



Deodorized build and development 

Environment for Power



Challenge: Preparing build environment for Power8



Solution: Dockerize the entire development, build, test, and virtualization.





Deodorized CI for Power





alluxio                         1.0.1
ambari                         2.5.0
apex                            3.5.0
bigtop-groovy              2.4.10
bigtop-jsvc                   1.0.15
bigtop-tomcat               6.0.45
bigtop-utils                   1.3.0
crunch                         0.14.0
datafu                         1.3.0
flink                             1.1.3
flume                          1.7.0
Giraph                         1.1.0
gpdb                   5.0.0-alpha.0
hadoop                         2.7.3
Hama                           0.7.0
hbase                          1.1.9
hive                           1.2.1
Hue                           3.11.0
ignite-hadoop                  1.9.0
kafka                       0.10.1.1

Apache Bigtop Stack For Power8

Kite                           1.1.0

mahout                        0.13.0

oozie                          4.3.0

phoenix              4.9.0-HBase-1.1

pig                           0.15.0

qfs                            1.1.4

solr                          4.10.4

spark                          2.1.0

Spark1                         1.6.2

sqoop                          1.4.6

sqoop2                        1.99.4

tajo                          0.11.1

tez                            0.6.2

ycsb                           0.4.0

zeppelin                       0.7.0

zookeeper                      3.4.6



Build a Data Analytic Solution

Manual Install

Hadoop, Zookeeper, Spark, and 

Zeppelin



Start Docker instance

How to run an instance:

ςdocker run --rm -itv `pwd`:/ws 
bigtop/slaves:trunk-ubuntu-16.04-ppc64le 
bash -l -c "cd /ws; bash"



Adding Bigtop Repository

For Power

wget -O-

http://archive.apache.org/dist/bigtop/bigtop-

1.2.0/repos/GPG-KEY-bigtop | sudo apt-key add -

wget -O /etc/apt/sources.list.d/bigtop-1.2.0.list 

https://www.apache.org/dist/bigtop/bigtop-

1.2.0/repos/ubuntu16.04.ppc64le/bigtop.list

Apt-get update -y

https://www.apache.org/dist/bigtop/bigtop-1.2.0/repos/ubuntu16.04.ppc64le/bigtop.list


Install Hadoop

Install namenode, datanode, resourcemanager, 

nodemanager, historyserver

ςapt-get  install hadoop-client hadoop-conf-
pseudo libhdfs0



Install Spark 2.1

Install Spark 2.1 services

ςapt-get install spark-core spark-external spark-
datanucleus spark-history-server spark-
thriftserver spark-yarn-shuffle



Install Zeppelin

Install Zeppelin Service

ςapt-get install zeppelin



Configure Environment

All Nodes
export HADOOP_PREFIX=/usr/lib/hadoop

export HADOOP_HOME=$HADOOP_PREFIX

export JAVA_HOME=`find /usr/lib/jvm -name 

java*1*8*openjdk -*`

export HADOOP_CONF_DIR=/etc/hadoop/conf

echo "export JAVA_HOME=$JAVA_HOME" |  tee 

-a /etc/environment 

$HADOOP_PREFIX/etc/hadoop/hadoop-env.sh 

$HADOOP_PREFIX/etc/hadoop/yarn-env.sh

echo "export 

HADOOP_CONF_DIR=/etc/hadoop/conf"  |  tee -a 



Set File Permissions

All nodes

BD_USER = User of bigdata services

chown -R $BD_USER:hadoop /usr/lib/hadoop*

chown -R hdfs:hadoop /var/log/hadoop-hdfs*

chown -R yarn:hadoop /var/log/hadoop-yarn*

chown -R mapred:hadoop /var/log/hadoop-

mapred*

chown -R $BD_USER:hadoop /etc/hadoop



Update core-site.xml

All Nodes

<property>

<name>fs.defaultFS</name>

<value>hdfs://localhost:8020</value>

</property>

Replace localhost with namenode hostname



Format HDFS

sudo -u hdfs hdfs namenode -format -force



Start NameNode Daemon

service hadoop-hdfs-namenode restart



Start DataNode Daemon

service hadoop-hdfs-datanode restart



Configure HDFS/YARN users

sudo -u hdfs hadoop fs -mkdir -p /tmp/hadoop-

yarn/staging/history/done_intermediate

sudo -u hdfs hadoop fs -chown -R 

mapred:mapred /tmp/hadoop-yarn/staging

sudo -u hdfs hadoop fs -chmod -R 1777 /tmp

sudo -u hdfs hadoop fs -mkdir -p /var/log/hadoop-

yarn

sudo -u hdfs hadoop fs -chown yarn:mapred 

/var/log/hadoop-yarn

sudo -u hdfs hadoop fs -mkdir -p 

/user/$BD_USER



Start YARN ResourceManager

service hadoop-yarn-resourcemanager  restart



Start YARN NodeManager

service hadoop-yarn-nodemanager  restart



Configure Zeppelin

sudo -u hdfs hdfs dfs -mkdir /user/zeppelin

sudo -u hdfs hdfs dfs -chown -R zeppelin 

/user/zeppelin

chown -R zeppelin.  /var/log/zeppelin

chown -R zeppelin.  /var/run/zeppelin



Start Zeppelin daemon

service zeppelin restart

How load the zeppelin GUI

ςStart an ssh tunnel

ςStart a web browser

ςHttp://172.17.0.x:8080



Docker for 

Bigtop Provisioner



Bigtop Provisioner

39

ÍA tool to demonstrate full life cycle of Bigtop

Packaging TestingDeploymentVirtualization

Create resources Run Bigtop Puppet Run Bigtop Tests

Bigtop Provisioner



docker-compose 

(Bigtop 1.2.0)

bigtop/deploy image 
on Docker hub

puppet apply

puppet apply

puppet apply


